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Figure 7. Sound classification and similarity system using parallel HMMs.

Figure 8. Dog bark spectrogram and the state path through the dog bark continuous hidden Markov model.
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Table 1. Performance of nineteen classifiers trained on 70%
and cross-validated on 30% of a large sound database. The
mean recognition rate indicates high recogniser performance
across all the models.

Model name % correct classification

[1] Alto Flute 100.00
[2] Birds 80.00
[3] Pianos (Bosendorfer) 100.00
[4] Cellos (Pizz and Bowed) 100.00
[5] Applause 83.30
[6] Dog Barks 100.00
[7] English Horn 100.00
[8] Explosions 100.00
[9] Footsteps 90.90
[10] Glass Smashes 92.30
[11] Guitars 100.00
[12] Gun shots 92.30
[13] Shoes (squeaks) 100.00
[14] Laughter 94.40
[15] Telephones 66.70
[16] Trumpets 80.00
[17] Violins 83.30
[18] Male Speech 100.00
[19] Female Speech 97.00
Mean recognition rate 92.646

Table 2. Performance of eight classifiers using a 70%/30%
training/testing split for music genre classification.

Model name % correct classification
(novel data)

[1] Blugrass 96.8
[2] Reggae 92.5
[3] Rap 100.00
[4] Folk 92.3
[5] Blues 98.7
[6] Country 88.9
[7] Gospel 95.7
[8] New Age 98.3
Mean recognition rate 95.4

state histogram sum-of-square errors are two such
methods. Dynamic time warping (DTW) uses linear pro-
gramming to give a distance between two functions in
terms of the cost of warping one onto the other. We may
apply DTW to the state paths of two sounds in order
to estimate the similarity of their temporal evolutions.
However, there are many cases where the temporal
evolution is not as important as the relative balance of
occupied states between sounds. This is true, for
example, with sound textures such as rain, clapping or
crowd babble. For these cases it is preferable to use a
temporally agnostic similarity metric such as the sum-of-
square errors between state occupancy histograms.
These similarity methods may be applied to a wide vari-
ety of sound classes and thus constitute a generalised
sound similarity framework.

4.3. Query-by-example application

The system shown on the right-hand-side of figure 7
implements a query-by-example application. The audio
feature extraction process is applied to a target query
sound, namely spectrogram projection against a stored
set of basis functions for each model in the classifier.
The resulting dimension-reduced features are passed to
a Viterbi decoder for the given classifier and the HMM
with the maximum-likelihood score for the given fea-
tures is selected. The model reference and state path are
recorded and the results are matched by comparing the
state path to the state paths of all the sounds for the
given class in a pre-computed MPEG-7 index database.
Figure 9 shows a query sound (Laughter) and figure

10 shows the resulting closest matches using the differ-
ence in state-path occupancy histograms. The state paths
and the histograms are also shown in the figures as well
as the resulting distance estimates for each of the
returned matches.

4.4. Non-categorical similarity ratings

Using such similarity measures it is possible to automat-
ically organise sonic materials for a composition. The
examples given above organise similarity rankings
according to a taxonomy of categories. However, if a
non-categorical interpretation of similarity is required,
one may simply train a single HMM, with many states,
using a wide variety of sounds. Similarity may then pro-
ceed without category constraints by comparing state-
path histograms in the large generalised HMM state
space.

5. CONCLUSIONS

In this paper we have outlined some of the tools that
are available within the MPEG-7 standard for managing
complex sound content. In the first part of the paper we
presented independent subspace analysis as a method for
performing analysis and re-synthesis of individual
sources in a mixed audio file. We also showed that ISA
may be used to obtain statistically salient features that
may be applied with great generality to sound recogni-
tion and sound similarity tasks.
One of the major design criteria for the tools was the

ability to analyse and represent a wide range of acoustic
sources including textures and mixtures of sound. The
tools presented herein exhibited good performance on
musical sounds as well as traditionally non-musical
sources such as vocal utterances, animal sounds, envir-
onmental sounds and sound effects. Amongst the
applications presented were robust sound recognition
using trained probability model classifiers and sound
similarity matching using internal probability model
state variables.
In conclusion, the description schemes and extractor



General sound classification in MPEG-7 163

Figure 9. Query sound represented by a state-path histogram for the Laughter HMM.

Figure 10. Five-best matches for the query sound. The distances between the target sound and the result sounds are given on the
right-hand side of the figure. These distances were computed using the sum of square errors between the state-path histograms.
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methodologies outlined in this paper provide a consistent
framework for analysing, indexing and querying sounds
from a wide range of different classes. These tools have
been made widely available as a component of the refer-
ence software implementation of the MPEG-7 standard.
It is hoped that the ability to manipulate sound in novel
ways and the ability to search for ‘sounds like’ candid-
ates in a large database of sounds will become important
new tools for sound-designers, composers and many
other users of new music technology.
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